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Figure 7-7.  ROBART I rests horizontally while undergoing an upgrade to the steering-axis shaft-bearing 
assembly in this maintenance photo taken at the NSWC Robotics Lab, circa 1983. 

All work with ROBART I ended in 1985, when the robot was shipped to Vancouver, 
BC, for display in the Design 2000 exhibit at EXPO ‘86.  This first-generation prototype 
is currently resident in the “museum” section of Building 624 of the Robotics Group at 
the Space and Naval Warfare Systems Center, San Diego, CA (Figure 7-8).  

 

 
Figure 7-8.  ROBART I and the second-generation ROBART II on display in Building 624. 
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Appendix A: Implementation Details 
 
A-1  Interrupt Routines 
 

The software structure for ROBART I could be broken down into three general areas.  
In addition to the main code that handled overall system control, there were two sections 
that dealt with interrupts:  Non-maskable interrupts (NMIs) and maskable interrupt 
requests (IRQs).  Coordination among these three areas was made possible by dedicating 
certain register locations in page zero (memory address locations $0000 - $00ff) for 
information transfer, and also by the fact that input/output devices could be accessed 
from all three areas, not just the main code.   

 
There are two interrupt input lines to the 6502 microprocessor, each of which can 

temporarily halt the program under execution and cause a branch to a different location in 
memory.  The processor would then execute the program stored at this new location, 
referred to as the interrupt service routine.  This action by the processor is termed 
“responding to” or “servicing” an interrupt.  Quite often, the processor branches to a 
specific location that contains the starting address of the interrupt service routine, and 
then branches again to that location.  This concept of vectored interrupts allows the 
service routine to be located anywhere in memory, rather than restricted to a specific 
address.  The specific address where the processor goes to fetch the service routine 
starting address is known as the interrupt vector location. 

 
The non-maskable interrupt can override the lower priority interrupt request, and will 

occur whenever the NMI line (pin 6) is pulled low on the 6502.  It is edge sensitive, 
occurring on the high-to-low transition, and cannot be internally masked by the 
processor.  Similarly, an interrupt request occurs when the IRQ line (pin 4) goes low.  
Unlike the NMI, the IRQ is level sensitive, which means that the processor will be 
interrupted as long as pin 4 on the 6502 is held low.  A second important difference is 
that interrupt requests can be temporarily disabled by setting a flag within the processor, 
called the interrupt disable bit.  This bit can be set through software, and when set, 
causes all subsequent IRQs to be ignored.  (The assembly-language command to set this 
bit is SEI, and it is cleared with the command CLI.)   

 
It is important to note that this bit is set automatically by the 6502 when responding to 

an IRQ, and cleared automatically when returning from interrupt (RTI).  The programmer 
has the option of changing its status as desired, either within the interrupt service routine 
or external to it.  In any event, the condition causing the interrupt must first be dealt with 
before interrupts are re-enabled, or another interrupt will immediately occur, and an 
endless loop will result.  The programmer has two options:  (1) provide for eliminating 
the source of the interrupt through action initiated in the interrupt service routine, verify 
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elimination, and then return from interrupt, or (2) disable the device reading the interrupt 
(i.e., the hardware between the source and the 6502), then return from interrupt and 
attend to the cause.  Once the condition has been cleared, the hardware that alerts the 
6502 to an interrupt can be re-enabled for future use.  Both methods were employed on 
ROBART I.   

 
When a non-maskable interrupt occurs, the processor will complete the instruction 

currently under execution before recognizing the interrupt, and then store the contents of 
the Program Counter and the Processor Status Register on the stack.  The processor then 
goes to a specific address in memory ($A67A) and fetches the starting address of the 
NMI service routine.  In this manner, the 6502 can be halted, the required information 
saved on the stack to allow a return, and then vectored to a new set of instructions.  On 
completion of these instructions, the processor can return and pick up where it left off, 
until interrupted again.   

 
When an interrupt request occurs, provided the interrupt disable bit is clear, the 

current instruction is again completed, the disable bit is set, and the Program Counter 
and Status Register are saved on the stack.  The processor then branches to a different 
address in memory ($A678) for the starting address of the IRQ service routine, and 
subsequently jumps to that indicated portion of memory for program execution.   

After the interrupt has been serviced, whether NMI or IRG, the processor returns to 
the location of the next instruction to have been executed had the interrupt not occurred.  
This is termed a return from interrupt (RTI), and is accomplished by pulling the Program 
Counter and Processor Status Register off the stack, where they were previously stored.  
Execution then begins where the processor left off.  Therefore, when routines are in 
progress where timing is critical, such as while waiting for a sonar echo, the Interrupt 
Disable bit should be set to prevent a lengthy interruption at a critical point, and then 
cleared upon completion of the routine.  Any interrupts which may have occurred while 
the Disable Bit was set will be serviced as soon as the bit is cleared, as the IRQ line is 
level sensitive.   

 
The NMI line cannot be ignored by the processor under any conditions, and so NMI 

service routines should be kept as short as possible where there is a chance they could 
interfere with other routines in progress.  On ROBART I, the non-maskable interrupt was 
used to keep track of the time, incrementing the hours, minutes, and seconds registers as 
appropriate.  Since it could not be masked out and had priority over IRQs, the accuracy of 
these registers was ensured, and service time kept to a minimum.  The NMI interrupts 
were generated once each second by hardware circuitry located on the Clock/Calendar 
Board, as discussed in section 1 of the text.   

 
The IRQ line connected to pin 4 of the 6502 could be pulled low by any of the three 

6522 VIAs, or the 6532 RAM I/O Timer.  Only one of these devices was used for 
interrupt handling on ROBART I, however, namely 6522-2.  Each 6522 VIA had seven 
potential interrupt sources: four control lines, two timers, and one shift register.  Only 
two sources were used: interrupts generated by Data Selector A (IRQ-A) are fed in on 
control line CA2 via AA Connector pin 4, and interrupts generated by Data Selector B 
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(IRQ-B) were fed in on control line CB-2 via AA Connector pin 5.  These two sources 
were referred to as Interrupt Channel A and Interrupt Channel B, respectively.  Data 
Selector C had no interrupt capability. 

 
Each Data Selector could handle 16 different inputs, any one of which could generate 

an interrupt.  Diode jumpers were installed on each selector input where an interrupt was 
required.  Data Selector A used all 16 inputs to monitor the tactile bumpers/feelers and 
the near-infrared proximity detectors for collision avoidance.  All inputs were jumpered 
to cause an interrupt, but the four proximity inputs could be disabled at the near-infrared 
driver board (so as to be ignored) by calling Subroutine I/Rdis.   

 
Selector A interrupts could be collectively disabled, without affecting Selector A 

inputs, by calling subroutine IRQAdis, and enabled with subroutine IRQAen.  Selector A 
was polled by subroutine IRQA once an interrupt was detected.  Data Selector B was used 
to monitor internal circuitry check points, and not all inputs caused interrupts.  Examples 
of those that did are the low-battery condition, analog-to-digital overflow, smoke alarm, 
fire alarm, and power distribution bus inputs.  Selector B was polled by subroutine IRQB 
for branching to the appropriate service routine after returning from interrupt.   

 
The interrupt request service routine first saved all primary registers on the stack.  

Next, the Return register was cleared, and the drive stopped with the current drive 
command stored for later use.  Subroutine IRQA was called for polling Data Selector A, 
with Q (the IRQ index counter) initialized to start with input 4.  The structure of 
subroutine IRQA was such that it would not return until all inputs on Selector A were low 
(see Figure A-1).  Thus, the individual service subroutines for IRQA must clear the cause 
of the interrupt, or no return is possible.   

 
Since Selector A read collision-related inputs generated by either tactile sensors or the 

close-in proximity detectors, the service subroutines called would command the drive 
wheel to move the platform away from the sensed object.  When all inputs had been 
restored to a low state, subroutine IRQA returned to the IRQ service routine, which then 
called subroutine IRQB.  Subroutine IRQB polled all inputs on Selector B in a similar 
fashion before returning, after which the interrupt request routine restored the old drive 
command, recalled the primary registers, and returned from interrupt.   

 
Besides affecting drive motor responses within itself, the IRQ service routine also 

caused actions to be performed after return by setting certain registers before returning 
from interrupt.  Register Return, for example, would cause a return from interrupt even 
though all inputs on Selector A were not low, if set by subroutine IRQA.  Register 
Homing, if set, would cause Skirt to be activated during docking with the charger.  A side 
impact at close range to the charging station would set register Realign, causing 
subroutine Align to be called when docking.  These registers were predominantly 
addressed by Interrupt-Channel-A-related software concerned with collision avoidance.  
As further examples, register Exit could be set to ensure termination of a behavior routine 
in progress, and register Next could be set to pick the subsequent behavior.  This 
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technique was used to process and react to alarm conditions generated by Interrupt 
Channel B. 

 
 

Figure A-1.  Flowchart of the interrupt handling software associated with Data Selector A. 

A-2  Proximity Detector Operation 
The near-infrared proximity detector system consisted of one centrally located 

driver/detector board and several remotely mounted transmitter/receiver units, relocatable 
for optimum placement during evaluation of various collision-avoidance algorithms.  The 
driver circuitry was built around two identical pulse generators, each producing a square-
wave train of 15-microsecond pulses with a pulse-repetition period of 1.7 milliseconds.  
These pulses drove into saturation an NPN transistor that gated a XC-880-A high-power 
gallium-aluminum-arsenide LED emitter supplied in a T-1¾ package (Figure A-2).   

 
A 47-mfd electrolytic and 10-ohm decoupling resistor were configured to supply an 

extremely heavy current flow (in excess of 2 amps) for the brief on-time, more than 
enough to destroy the LED under steady-state conditions.  The result was an intense 
pulsed output in a narrow cone, both desirable properties for an object-detection system 
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of this type.  The two pulse generators were alternately enabled by a 555 astable 
multivibrator at about a 1-Hertz rate, reducing power consumption by a factor of two, and 
eliminating pattern overlap of adjacent LEDs where desired.  (There are certain cases 
where pattern overlap was intentionally used to shape and/or enhance the detection field 
of a sensor.) 

 
Figure A-2.  Schematic diagram of the near-infrared proximity sensor. 

The receivers associated with this system consisted of a TIL413 photodiode 
incorporating a built-in filter and lens system, with a cone-shaped detection field roughly 
45 degrees around the lens axis.  The output of this photodiode was amplified through a 
L/C differentiator network, and then fed to a 741 (1/2 458) op amp, which subsequently 
produced a positive spike for each burst of returned infrared energy detected.  These 
pulses were inverted by a 4049, which also served as a threshold detector, and used to 
trigger a 555 monostable (1/2 556).  The 555 served as a pulse stretcher, providing an 
output pulse of approximately 100 milliseconds, and illuminating a red LED for circuit 
monitoring and adjustment.   

 
The receiver output generated an interrupt on IRQ Channel A and was then read by 

Data Selector A.  Six receiver channels were provided, and all were commonly enabled 
or disabled as needed by Data Distributor A, output number 4.  The circuitry was 
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powered up automatically with the Drive Relay Board by subroutine Dri.on.  The 
receivers were subsequently enabled by subroutine I/Ren.   

Position resolution of the detector was a function of receiver sensitivity, the 
photodiode field of view, and the irradiation pattern of the high-power LED emitter.  Of 
these, the latter was the most significant determining factor, as the irradiation cone of the 
infrared LED was relatively narrow (40-degree angle between half-power points) with 
respect to the broader detection cone of the photodiode.  The usable irradiation cone 
angle was experimentally determined to be roughly half that of the half-power angle, 
yielding fairly good angular resolution of object location for a low-cost proximity system.   

 
Where desired, multiple emitters could be used to advantage to strengthen the 

irradiation field for greater range or sensitivity, and through careful placement of the 
LEDs, it was possible to shape the detection zone to best fit the application. The robot 
was little concerned with how tall an object was, but rather interested in horizontal 
resolution of its exact location.  Emitters were therefore arranged in vertical columns to 
expand the detection field vertically while creating no horizontal overlap.  This technique 
greatly increased the sensor’s versatility at minimal additional cost, as long as the LED 
patterns remained within the photodiode field of view.  A rough guideline to ensure 
reliability was found to be one LED irradiation pattern on either side of the 
photodetector, as shown in Figure A-3. 

 
Figure A-3.  Vertical coverage was increased through use of a second LED emitter, without adversely 
affecting the horizontal resolution of the proximity sensor.  

A-3  Beacon-Tracking System 
In Scan Mode, the head swept back and forth in search of the recharging beacon, 

controlled by the scan flip-flop on the Optical Board inside the robot’s head.  This flip-
flop was set and reset by limit switches at both extremities of pan travel, causing the 
motor to reverse direction each time, making the head scan the other way.  This mode 
was selected by subroutine Scan, which set the Scan Enable line high and the other two 
control lines low.  When the Scan Enable line went low, the head was immobilized, 
provided the Position Enable line was also low.  All three lines were set low by 
subroutine Scanoff.   
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Figure A-4.  In response to input commands from the computer, hardwired logic circuitry on Interface 
Board Number 5 determined the control mode (i.e., Position, Scan, or Track) for the Optical Board. 

If the Position Enable line was high, however, the head would seek the position stored 
by the CPU in the 7475 four-bit latch.  This head positioning circuitry was automatically 
gated out whenever the Scan Enable line went high.  The latch was loaded from the four-
line I/O expansion bus and enabled by PB7 on 6522-2 (ORB2).  These operations were 
automatically performed by subroutine Latch, which was passed the desired position 
command from the Y register.  Thus, the head could be made to center itself after a scan 
operation, or to seek any of 16 fixed positions on command.   

 
If Track Enable and Scan Enable were both high with Position Enable low, then the 

system functioned in Track Mode, and the head looked for, locked onto, and tracked the 
homing beacon situated on the recharging tower.  The Optical Board provided three 
digital status outputs pertinent to the tracking process:  (1) Target Output, (2) Point 
Source Output, and (3) Range Output.  The Target Output went high if any of the three 
comparators associated with the photocell array acquired the beacon, while the Point 
Source Output reflected the status of the center photocell comparator only.  The Range 
Output indicated relative distance from the homing beacon, as will be discussed later.   

 
When the battery voltage dropped below the set point for more than 5 seconds, a flip-

flop on the Monitor Board changed state and triggers an interrupt.  The IRQ routine 
which handled the Channel B interrupts disabled the low-battery interrupt, and sets 
register Next to select the docking routine (see section 3).  The transmitter that activated 
the homing beacon was enabled, along with the Automatic Scan and Track circuitry, 
while the Position Enable line was set low.  The head would scan left and right, seeking a 
point source of light of sufficient intensity to trigger the photocell comparators.  This 
action continued as long as Scan Enable and Track Enable were held high and no light 
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source was detected.  If any of the three optical comparators indicated acquisition, the  
tracking inputs took over pan motor control. 

 
The tracking inputs to the optical board circuitry came from the left and right 

photocells in the array.  Their respective comparator outputs indicated a greater light 
intensity on either side of center, referenced to the center photocell output.  The 
appropriate motor winding was energized so the head would turn to regain maximum 
intensity at the center photocell, thus tracking the source.  (If the left and right photocells 
both showed intensities greater than center, their inputs were gated out and the head 
remained motionless.)   

 
All this happened only if at least one of the photocell outputs was above the adjustable 

set-point provided by the Background Light Bias Circuitry on the Optical Board; 
otherwise, the system reverted to the scan mode and searched for a bright light source.  
Any comparator output signaling intensity above the set-point gated out the automatic 
scan, and the tracking inputs took over.  When the array outputs indicated the head was 
correctly positioned (i.e., pointing at the source), the pan motor winding was de-
energized.   

 
The three collimating tubes limited the photocell fields-of-view to relatively small 

regions, and the beacon was situated at just the right height so as to be centered vertically 
within the detection zone when one of these tubes was pointed at the recharging station.  
This resulted in a relatively high signal-to-noise ratio (for household-sized rooms 
anyway) as the head scanned back and forth in search of the beacon, as shown by the 
stripchart recording of Figure A-5.  The sharp peaks resulting from beacon acquisition 
readily stand out over the signal produced by ambient lighting during the sweep. 

 
Figure A-5.  Plot of the center photocell output for increasing range as a function of time (lower graph), as 
referenced to head scan position (upper graph). 
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The Background Light Bias circuitry was tasked with providing the comparators with 
a reference voltage above which photocell output was probably due to a point source of 
sufficient intensity to possibly be the homing beacon.  The initial design provided for a 
bias potentiometer to manually set this reference level, which proved inadequate due to 
the inverse-square law, resulting in oversensitivity in close to the beacon.  If the bias 
threshold was set low enough to allow detection of the beacon at long range, then the 
system saturated in close and all comparators went high when the pickup tubes were 
pointed in the general direction of the light.  What was needed was a means of reducing 
the sensitivity as the robot approached the recharging station, from that needed for long- 
range detection to a level yielding good bearing resolution in close, where accuracy 
became critical. 

 
The circuitry was therefore altered to provide two manually set reference points, one 

to allow sufficient sensitivity for long-range detection and a second with greatly reduced 
sensitivity for short-range use.  This approach forced the tracking system to point the 
head directly at the light, instead of saturating in close, providing a more accurate bearing 
to the beacon for docking.  A fourth comparator monitored the center photocell voltage 
output and initiated the changeover when its output signaled the robot was within 3 feet 
of the beacon, based solely on perceived light intensity (Figure A-6).  This comparator 
output (Range Output) was also made available to the CPU, and used in many software 
routines to determine relative range (near or far) to the charging station.  (A multi-
channel analog-to-digital converter would have been a big help here.) 

 
Figure A-6.  The Background Light Bias Circuitry located on the Optical Board reset the comparator 
thresholds to prevent saturation in close to the beacon. 
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